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Abstract

As autonomous driving technologies continue to advance, there is growing interest in
leveraging artificial intelligence (AI) methods to support perception and decision-making
tasks. Traditional autonomous driving systems typically rely on multiple specialized
modules for object detection, classification, motion planning, and control. While these
modular approaches have demonstrated strong performance in controlled environments,
their performance may degrade when deployed across diverse driving scenarios due to
limited generalization capability. Foundation models, such as Vision-Language Models
(VLMs) and Large Language Models (LLMs), have advanced rapidly in recent years and
offer an alternative paradigm in which driving decisions can be generated directly from
visual observations.

The objective of this project was to investigate Al-based approaches for autonomous
driving decision-making, with a particular focus on traffic-light-controlled driving
scenarios. To achieve this objective, a CARLA-based autonomous driving simulation
environment and an indoor autonomous driving testbed were developed. Three
perception-to-action pipelines were investigated, including (i) a VLM-based pipeline, (ii)
an object detector + VLM pipeline, and (iii) an object detector + color classifier + rule-
based pipeline. These pipelines were evaluated using driver-view images collected from
multiple domains, including real-world U.S. traffic scenes, real-world Chinese traffic

scenes, CARLA simulation environments, and an indoor robotic traffic simulator.

Experimental results showed that the VLM-based pipeline achieved the highest decision-
making accuracy across diverse driving environments. In contrast, the performance of the
object detector-based pipelines was highly dependent on the generalization capability of
the object detector and degraded when the training and testing data originated from
different domains. The project also compared the inference time of the three pipelines
and found that the VLM-based approach required a longer decision-making time than the
object detector-based approaches. In addition to the comparative evaluation, the project
established simulation and experimental infrastructure to support future research in
autonomous driving and intelligent transportation systems. Overall, the results suggest
that foundation-model-based approaches offer a promising direction for developing

robust and generalized autonomous driving decision-making systems.



Acknowledgements

The author would like to express his appreciation to the Louisiana Department of
Transportation and Development (DOTD) and Louisiana Transportation Research Center
(LTRC) for their support of this project. The author also thanks the student researchers
who contributed to this project: Khan Mahmud, Ty Davis, and Brandon Fortes.



Implementation Statement

This project developed and evaluated various Al-based perception-to-action pipelines for
autonomous driving decision-making in traffic-light-controlled scenarios. The results
demonstrated the potential of foundation model-based approaches, i.e., VLMs, for
improving decision-making performance across diverse driving environments. The
project also established simulation and experimental platforms that can be used to support
future research and development in autonomous driving and intelligent transportation
systems.
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Introduction

Autonomous driving has emerged as one of the most active research areas in intelligent
transportation systems [1] [2]. A traditional autonomous driving system consists of
multiple components, including perception, localization, planning (i.e., decision-making),
and control. Among these components, perception and decision-making play critical roles
in enabling vehicles to safely interpret and respond to complex traffic environments.
Recent advances in artificial intelligence (Al) have significantly improved the
performance of perception and decision-making systems through the use of deep learning
models for object detection, classification, and motion planning [3] [4] [5].

Traditional autonomous driving systems commonly employ modular architectures, where
separate models are responsible for detecting traffic elements, interpreting the driving
environment, and generating driving actions [3]. Although these approaches have
demonstrated strong performance in controlled environments, their effectiveness often
depends on the generalization capability of individual modules. Performance degradation
may occur when systems are deployed in driving environments that differ from those

represented in the training data.

Recent developments in foundation models, particularly Vision-Language Models
(VLMs) and Large Language Models (LLMs), provide a promising alternative approach.
By leveraging large-scale pretraining and multimodal reasoning capabilities, VLMs can
directly interpret visual observations and generate high-level decisions without relying
exclusively on multiple specialized perception modules [6]. Such capabilities have
attracted increasing interest from the autonomous driving community due to their

potential to improve robustness and generalization across diverse driving environments.

The objective of this project was to investigate Al-based approaches for autonomous
driving decision-making in traffic-light-controlled driving scenarios. Specifically, this
project developed and evaluated three perception-to-action pipelines: (i) a VLM-based
pipeline that directly generates driving decisions from driver-view images, (ii) an object
detector + VLM pipeline that combines an object detector, i.e., You Only Look Once
(YOLO) model, and VLM reasoning, and (iii) an object detector + color classifier + rule-
based pipeline that integrates object detection, traffic light color classification, i.e., the
MobileNet model, and the rule-based control. To support the research, a CARLA-based
autonomous driving simulation environment and an indoor autonomous driving testbed
were developed. The proposed approaches were evaluated using driver-view images



collected from multiple domains, including real-world U.S. traffic scenes, real-world
Chinese traffic scenes, CARLA simulation environments, and an indoor autonomous
driving testbed.

This report summarizes the methodologies, experimental platforms, evaluation
procedures, and findings obtained throughout the project. The results provide insights
into the strengths and limitations of foundation-model-based and modular Al-based
autonomous driving systems and offer guidance for future research in intelligent

transportation and autonomous vehicle technologies.



Literature Review

Motion Planning in Autonomous Driving Vehicles

Motion planning (i.e., decision-making) in autonomous driving is responsible for
generating safe and efficient trajectories or action commands for vehicles to follow in

dynamic environments [7].

Figure 1. Categories of Motion-Planning Methods
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Current motion planning methods can be categorized into modular and end-to-end

methods. As illustrated above, modular-based methods [3] [4] separate the decision-
making process into several sub-tasks, whereas the end-to-end methods [8] [9] [10] [11]
use a single model (e.g., a neural network) to generate vehicle control commands based
on sensor inputs. Comparing these two methods, modular-based methods allow engineers
to focus on well-defined sub-tasks and independently improve each sub-model, whereas
the end-to-end methods skip the efforts of designing sub-modules and optimize the entire

motion planning task.

Figure 2. A typical framework of LLM-based motion planning
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LLM-based Motion Planning Methods

Recent developments in LLMs [12] have opened new possibilities in robotic applications
[13][14] [15] [16] including autonomous driving. A common approach in existing LLM-
based motion planning systems is to utilize the LLM as the “brain” of the vehicle, where
it processes sensory inputs to generate trajectories or driving commands [17] [18] [19]
[20] [21]. The key motivation behind using LLMs is to leverage their strong
commonsense reasoning and contextual understanding to interpret complex driving
scenarios and make informed decisions. A typical setup involves prompting the LLM to
describe the scene in front of the vehicle, analyze environmental factors such as
obstacles, road conditions, and traffic dynamics, and then output a corresponding safe
trajectory or set of control commands (as shown in Figure 2).

Traffic Light Detection and State Recognition

Traffic-light detection and state recognition are important perception-to-decision tasks for
autonomous driving at signalized intersections. A common approach is to first localize
the traffic-light head and then classify its signal state as red, yellow, or green.
Convolutional neural networks (CNNs) are commonly used for traffic light detection and
color classification [22] [23]. Particularly, Wang et al. [5] combines detection, tracking,
and channel-feature design for ambient traffic-light recognition in practical driving
imagery. These studies show that reliable traffic-light perception requires both accurate
localization and robust state recognition under real driving conditions.

Besides customized CNN-based models, pre-trained object detection models, such as
YOLO models, were also implemented in the perception of autonomous driving. For
instance, Hassan et al. [24] introduces deep feature fusion, generated from the YOLOV3
model, to improve traffic-light localization under challenging visual conditions. Naimi et
al. [25] evaluates fast deep-learning detection of traffic signs and traffic lights using pre-
trained VGG16 model and highlights the importance of real-time performance in unified
perception systems. Small-object detection research is also relevant because distant traftic
lights often occupy only a small region in forward-facing camera images. DP-YOLO
proposes a lightweight small-object detector [26], and YOLO-BS adapts YOLOvS for
improved traffic-sign detection [27]. These studies support the use of efficient YOLO-
based models for traffic-light localization in camera-based driving systems.

— 14 —



Objective

The primary objective of this project is to investigate Al-based approaches for
autonomous driving perception-to-action tasks. Specifically, we focus on the motion
planning in traffic-light-controlled driving scenarios. In this project, we developed and
evaluated multiple perception-to-action pipelines capable of generating driving decisions
from driver-view observations. The study focused on comparing foundation-model-based
and modular Al-based approaches, assessing their decision-making performance and
cross-domain generalization capability across diverse driving environments. In addition,
the project aimed to establish simulation and experimental platforms to support the

development and evaluation of future autonomous driving technologies.



Scope

The scope of this project focused on Al-based autonomous driving decision-making in
traffic-light-controlled driving scenarios. Research activities included the development of
traffic light detection and recognition algorithms, investigation of VLM-based driving

decision-making, and comparative evaluation of multiple perception-to-action pipelines.

Figure 3. An Overview of Three Motion-planning Pipelines for Traffic Light Detection and Driving
Decision-Making
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As presented in Figure 3, the project considered three autonomous driving pipelines: (i) a
VLM-based pipeline that directly generates driving decisions from driver-view images,
(i1)) a YOLO + VLM pipeline that combines object detection and VLM reasoning, and
(i11) a YOLO + MobileNet + Rule-Based pipeline that integrates object detection, traffic
light classification, and rule-based control.



The developed methods were evaluated using driver-view images collected from multiple
domains, including real-world U.S. traffic scenes, real-world Chinese traffic scenes,
CARLA autonomous driving simulation environments, and an indoor autonomous
driving testbed. Real-world traffic scenes were collected from publicly available driving
videos, while simulated datasets were generated in multiple CARLA environments,
including Town10HD, TownO1, and Town04. In addition, an indoor traffic testbed was
developed in this project, consisting of a ground mobile robot and an emulated urban
intersection. This platform can support experimental validation and future research

activities in autonomous driving research.



Methodology

Problem Formation

Given a driver-view Red-Green-Blue (RGB) image I, the objective is to predict a high-
level driving decision d € {STOP, GO, CAUTION}, where the driving decision d is
determined from the traffic-light state observed in the scene. In this study, the expected
decision mapping is defined as: Red Light - STOP; Green Light - GO; Yellow Light —
CAUTION.

Moreover, when the traffic-light state is missing, unclear, or uncertain, the decision is
treated as CAUTION for safety. This study evaluates three perception-to-decision
frameworks that map the input image [ to the final driving decision d, i.e., f(I) = d,
including (i) a full-image VLM framework, (ii) a YOLOV8 crop + VLM framework, and
(ii1)) a YOLOvVS8 + MobileNetV3 + rule-based pipeline. These frameworks differ in how
traffic-light information is extracted from the image and converted into the final driving
decision.

VLM-Based Motion Planning

In the proposed VLM-based motion planning method, the driver-view image I is passed
to a VLM without an explicit traffic-light detector, crop extraction step, or separate state
classifier. The VLM is therefore responsible for identifying the visible traffic light,
reasoning about its signal state, and generating the final high-level decision.

Figure 4 presents the proposed VLM-based motion planner, where the prompt generator
combines the system instruction, a text-only response-style example, the current user
prompt, the allowed action set, and the driver-view RGB image (i.e., I). Specifically, the
system instruction defines the model as a driving assistant and specifies the response
format. The text-only example guides the reasoning style and final answer structure, and
the current user prompt provides the driving scenario and driving intention.



Figure 4. Detailed Architecture for the VLM-Based Method
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Here, the VLM model used in this framework is a pre-trained foundation model, i.e.,
GPT-4o0. It is queried with a temperature of 0.0, a maximum output length of 1200 tokens,
a 60-second request timeout, and high-detail image input. The allowed actions are STOP,
GO, and CAUTION, represented by action IDs 0, 1, and 2, respectively. The model is
instructed to provide textual reasoning followed by a final answer and one action ID. If
the action ID cannot be parsed, the system checks the textual final answer for a valid
action name. If no valid decision is found, CAUTION is assigned as a safety fallback.
The traffic-light state mentioned in the VLM reasoning is recorded for analysis, but it
does not determine the final decision in this framework.

YOLO + VLM-Based Motion Planning

In the second proposed decision-making pipeline, we first train and implement a traffic
light detector to crop traffic light regions from the driver-view images I. Then, the
cropped traffic light images will be provided to the VLM to reason the traffic light color
and the corresponding driving decisions. Here, as shown in Figure 5, we employed a
YOLOvS8 model as the traffic light detector and applied it on the driver-view image,
which will return traffic-light candidate boxes with confidence scores. When multiple
candidates are detected, the highest-confidence detection is selected and cropped as the



VLM input. If no traffic-light candidate is detected, or if the selected crop is not usable
(such as the cropped regions are too small), the VLM is not called, and CAUTION is
assigned as a safety fallback. Otherwise, the selected crop is passed to the same GPT-40
configuration, deterministic decoding settings, action IDs, and response-parsing
procedure used in the full-image VLM framework.

Figure 5. Detailed Architecture of the YOLO + VLM-Based Method
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For the YOLO + VLM decision-making pipeline, the prompt is adjusted for the crop-
based setting by informing the model that the input is a detected traffic-light crop from
the ego vehicle's front-view camera. The prompt also notes that the crop may not contain
the full driving scene, lane layout, surrounding vehicles, pedestrians, or intersection




context. This framework focuses the VLM on the detected traffic-light region, but its
decision quality depends on YOLOVS detection reliability and the visual clarity of the
selected crop.

YOLO + MobileNet + Rule-Based Motion Planning

In the third decision-making pipeline, we employed an objective detector to crop traffic
light regions from the driver-view images; then a color classifier (i.e., MobileNetV3) was
implemented to classify the traffic light color from the cropped traffic light images;
finally, the identified traffic light color were mapped to the final driver decision (i.e.,
STOP, GO, or CAUTION). Detailed architecture of this decision-making pipeline can be

viewed in Figure 3(c).

Specifically, YOLOvS detects traffic-light candidates from the driver-view image I, and
each valid crop is classified by MobileNetV3 into one of four states: ¢ € {red, yellow,
green, none}, where the “red”, “yellow”, and “green” classes represent valid traffic-light
states, and the “none” class represents false detections or non-signal crops. When
multiple traffic-light crops are detected, the crop-level predictions are resolved using a
safety-oriented priority rule: red > yellow > green > none.

The selected traffic-light state is then mapped to the final driving decision using the
mapping defined in the Problem Formulation section. The “none” state is mapped to
CAUTION because it represents an uncertain or missing signal state. Compared with the
VLM-based frameworks, it is more structured and computationally efficient, but its
performance depends on YOLOVS detection quality, crop quality, and MobileNetV3
state-classification accuracy.

CARLA-Based Perception Datasets

In this project, two datasets were developed to train and evaluate the YOLOVS traffic-
light detector and the MobileNetV3 crop-level color classifier. Specifically, driver-view
RGB images were collected in the CARLA Town10HD environment [28], by driving an
ego vehicle along urban routes and saving forward-facing frames near traffic-light stop
lines. The frames were collected across multiple intersections to capture variation in
signal placement, viewing angle, distance, and background clutter.



Table 1. Summary of Perception Datasets Collected from the CARLA Simulator

Dataset Name Tasks Input Types Image Quantity

Dataset 1 Traffic Light Detection Driver-view Images 461

Dataset 2 Traffic Light Color Traffic Light Crops 1898
Classification

Based on the CARLA simulator, we successfully collected two image datasets (i.e.,
Dataset 1 and Dataset 2) to train and evaluate the proposed YOLOvV8 and MobileNetV3.
Dataset summary is presented in Table 1. Specifically, Dataset 1 is used for traffic light
detection and contains 461 RGB images annotated with bounding boxes around visible
front-facing traffic-light heads. Each annotated object was assigned the class label
“tl_front.” Dataset 1 is divided into 323 training images, 92 validation images, and 46 test
images.

Figure 6. Sample Images from Dataset 1 and Dataset 2

S

(a) Driver-view (YOLOV8 boxes + conf.) (b) Driver-view (YOLOV8 boxes + conf.)

(al) Crop1 (a2) Crop 2 (bl) Crop 1 (b2) Crop 2

Dataset 2 was used for crop-level traffic-light state recognition. YOLOV8 detector-
generated traffic-light crops were extracted from the CARLA images and manually
labeled into four classes: “red”, “yellow”, “green”, and “none”. Here, the “none” class
represents false detections and non-signal crops, such as reflections, lamps, or
background structures that may resemble traffic-light candidates. Dataset 2 contains
1,898 crops, including 382 “green”, 626 “red”, 273 “yellow”, and 617 “none” cropped
images. The whole Dataset 2 was divided into 1,424 training crops, 379 validation crops,

and 95 test crops.



Driver Decision Evaluation Datasets

The driving decision-making performance of the proposed frameworks is evaluated on
six separate 40-image datasets. These datasets are used only for decision-level evaluation
and are independent of the CARLA-based perception datasets used to train the YOLOVS
detector and MobileNetV3 classifier. The collected datasets cover diverse driving
environments, including real-world, simulated, and an indoor intersection driving testbed.
Summarizes the collected driver decision evaluation datasets. Sample images from each

dataset are presented in Figure 7.

Table 2. Summary of Decision-making Evaluation Datasets

Dataset Name Quantity of = Quantity of = Quantity of | Total Quantity
Red Green Yellow
Real-world U.S. Traffic Scenes 10 23 7 40
Real-world Chinese Traffic Scenes 17 16 7 40
CARLA Townl0HD 13 13 14 40
CARLA Town0O1 14 12 14 40
CARLA Town04 14 12 14 40
Indoor Testbed 13 13 14 40

The first two evaluation sets represent real-world traftic-light scenes (i.e., Real-world
U.S. and Chinese traffic scenes). The real-world U.S. set is constructed by selecting 40
driver-view frames from a YouTube driving video recorded in U.S. traffic-light scenes.
The real-world Chinese set contains 40 traffic-light images selected from a Chinese
driving-scene dataset [29]. These two datasets represent the evaluation of decision-
making performance outside the CARLA simulation environment.

The next three evaluation sets are collected from CARLA Town10HD, TownO1, and
TownO04, respectively. For each environment, 40 driver-view RGB images are selected
near traffic-light-controlled intersections. The Town10HD decision-evaluation images are
newly collected for the final decision experiment and are not the same images used in
Dataset 1 or Dataset 2 for perception-module training. TownO1 and Town04 are included
to evaluate performance across different CARLA maps and intersection layouts.

The sixth evaluation set is an emulated traffic-light testbed. This dataset was created
using a physical floor-based setup consisting of a ground mobile robot, a toy traffic light,



road markings, a crosswalk layout, and a traffic-light control circuit. As shown in Figure
8, the ground mobile robot (i.e., based on the PiCar-x platform) was placed on the traffic
lane to face the toy traffic light. It simulates a vehicle approaching an intersection, and
the robot’s front-facing camera can capture the driver-view images. Red, green, and
yellow signal scenarios were manually configured using a control circuit with an Arduino
micro-controller. Images from the robot’s front-facing camera were collected for the
decision-level evaluation.

Figure 7. Sample Images from the Decision-making Evaluation Datasets
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Figure 8. A Demonstration of the Indoor Testbed

For six datasets, each image is assigned to a ground-truth traffic-light state: red, green, or
yellow. The expected high-level decision follows the mapping described in the Problem
Formation section, i.e., red corresponds to STOP, green corresponds to GO, and yellow
corresponds to CAUTION. Sample images from these datasets can be viewed in Figure 7.
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Discussion of Results

Evaluation Metrics

The evaluation is conducted at two levels. First, the perception modules are evaluated on
the held-out CARLA Town10HD perception test sets. The YOLOVS traffic-light detector
is evaluated on Dataset 1 using precision, recall, mAP@0.5, and mAP@0.5:0.95. The
MobileNetV3 crop-level state classifier is evaluated on Dataset 2 using overall and per-

class classification accuracy.

Second, the three decision frameworks are evaluated at the image level on the six
decision-evaluation datasets. A decision is counted as correct when the predicted action
matches the expected action derived from the ground-truth traffic-light state. Red
corresponds to STOP, green corresponds to GO, and yellow corresponds to CAUTION.
Decision accuracy is computed as

Acc. = Neorrect
Ntotal ’
where N, ,rect 18 the number of correct high-level decisions and Ny ,¢,; is the number of
evaluated images. The correct high-level decisions are determined based on the
comparison between the ground truth decision and the predicted decision: for a driver-
view image, if the predicted decision is the same as the ground truth decision, then
N;orrect Will be incremented by 1; otherwise, N,y rect 1S unchanged.

In addition to overall decision accuracy, color-based decision accuracy is reported
separately for red, green, and yellow cases. Average decision time is also reported to
compare the computational cost of full-image VLM reasoning, YOLO + VLM reasoning,
and the YOLO + MobileNetV3 + rule-based pipeline.

Perception Module Performance

Before evaluating the complete decision frameworks, the two trained perception modules
are tested on their corresponding CARLA Town10HD test splits. The YOLOvVS detector
is evaluated on Dataset 1, and the MobileNetV3 crop-level state classifier is evaluated on
Dataset 2.

The YOLOVS front-facing traffic-light detector achieves a precision of 0.999, a recall of
0.953, an mAP@0.5 of 0.987, and an mAP@0.5:0.95 of 0.852 on the Dataset 1 test split.



These results show that the detector can localize front-facing traffic-light heads reliably
under matched CARLA Town10HD conditions. Figure 9 presents the detection results on
a batch of images from the validation set of Dataset 1.

Figure 9. The YOLO-based Traffic Light Detection Sample Results on the Validation Set of Dataset 1

BARARY AL

(l fronttl front09!l frd K
% £z JF

For the color classifier, the MobileNetV3 classifier achieves an overall accuracy of 1.00
on the Dataset 2’s test split, with per-class accuracy of 1.00 for red, green, yellow, and
none across the 95 detector-generated test crops. This confirms strong crop-level state
recognition under matched CARLA Town10HD conditions. However, these perception-
stage results do not guarantee decision-level generalization when the same modules are
applied to different CARLA maps, real-world scenes, or the emulated traffic-light
testbed.

Driving Decision-Making Performance

Table 3 reports the overall high-level decision accuracy of the three frameworks across
the six decision-evaluation datasets. Each dataset contains 40 images, which allows direct
comparison of the number of correct decisions across datasets and frameworks.

Based on the comparison results, it can be observed that the full-image VLM framework
achieves the strongest overall performance, with 193 correct decisions out of 240 images
and an accuracy of 0.80. Specifically, the VLM-based method obtains the highest



accuracy on five of the six datasets, including Real-world U.S. driving scenes, Real-
world Chinese driving scenes, CARLA Town0O1, CARLA Town04, and the indoor
testbed. Its weakest result occurs on CARLA Townl10HD, where it achieves 0.43

accuracy.

The detector-dependent frameworks show a more domain-sensitive pattern. The YOLO +
VLM framework performs well on Real-world U.S. driving scenes and CARLA
Town10HD, with accuracies of 0.93 and 0.70, respectively, but drops sharply on Real-
world Chinese driving scenes, CARLA Town01, CARLA Town04, and the indoor
testbed. The YOLO + MobileNetV3 + rule-based pipeline achieves 100% accuracy on the
CARLA Town10HD set and 0.80 accuracy on Real-world U.S. driving scenes, but
performs weakly on the remaining unseen domains.

Table 3. Overall Driving Decision-making Accuracy on the 6 Evaluation Datasets

VLM YOLOvVS8+VLM YOLOv8+MobileNetV3
Dataset Total

Correct Acc. Correct Acc. Correct Acc.
Real-world U.S. 40 38 | 095 37 0.93 32 0.80
Real-world Chinese | 40 38 | 095 8 0.20 0 0.00
oA Town 40 17 0.43 28 0.70 40 1.00
CARLA Town 01 40 40 1.00 0 0.00 0 0.00
CARLA Town 04 40 25 0.63 7 0.18 6 0.15
Indoor Testbed 40 35 | 088 0 0.00 0 0.00
Total/Overall 240 | 193 | 0.80 80 0.33 78 0.33

The results in Table 3 indicates that the VLM-based method is more generalized on
diverse driving scenes and achieves high decision-making accuracy on all evaluation
datasets. When a perception model (e.g., YOLOvS8 or MobileNetV3) is involved in the
decision-making process, the accuracy heavily relies on the reliability of the perception
model: if the testing environment is the same or similar (e.g., U.S. driving scenes are
similar to the CARLA Town 10HD environment), the decision-making accuracy will be
high; if the testing environment diverges from the training environment (e.g., CARLA
TownO1, CARLA Town04, and indoor testbed), the decision-making accuracy will drop
significantly.



Figure 10 demonstrates some sample decision-making results on the same images for
different methods, where the final decision-making results and predicted traffic light
color are presented within the image. In the first image (from the U.S. driving scenes), all
three methods produce the correct decision, i.e., the traffic light is green, so the vehicle
should GO. In the second image (from the Chinese driving scenes), the VLM can
correctly produce the driving decision, i.e., STOP, since the traffic light is red. However,
for the YOLO+VLM and YOLO+MobileNetV3 methods, due to the error traffic light
detection, the final decision is CAUTION. This is because the YOLO performance
deteriorates in an unseen environment, so it cannot correctly crop traffic lights from the

driver-view images.

Figure 10. Sample Decision-Making Results on the Same Images for Different Methods
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In the third image from the CARLA Town10HD, the VLM-based method correctly
predicts the traffic light and generates the correct action, i.e., CAUTION. For the other
perception-dependent methods, due to the correct YOLO detection, the driving decision
is also correct, i.e., CAUTION. For the final image from the indoor testbed, the VLM
produces the correct decision, but the other two methods fail because of no valid YOLO
detection.

Decision-Making Time Comparison

For autonomous driving tasks, decision-making accuracy is important, but the decision-
making time is also crucial. In this work, we calculate and compare the average decision-
making time of three methods over the six image datasets.



Timing experiments were conducted on a workstation with an NVIDIA GeForce RTX
3090 GPU. The implementation used Python 3.10.11 and PyTorch 2.3.1 with CUDA
12.1. For the full-image VLM framework, the reported time includes API response time,
response parsing, and final decision extraction. For the YOLO + VLM framework, timing
is averaged only over images where YOLOVS produces a usable crop and the VLM is
called. For the YOLO + MobileNetV3 + rule-based method, the reported time includes
YOLOVS detection, crop extraction, MobileNetV3 classification, and deterministic

decision mapping.

Table 4. Decision-Making Times per Image for Three Methods on Six Datasets

Dataset Name VLM YOLOvV8+VLM | YOLOv8+Mobile
) ) NetV3 (s)
Real-world U.S. Traffic Scenes 4.76 3.19 0.09
Real-world Chinese Traffic Scenes 3.15 3.15 0.04
CARLA Townl0HD 3.22 3.23 0.06
CARLA Town0O1 3.06 N/A N/A
CARLA Town04 3.07 4.26 0.06
Indoor Testbed 2.34 N/A N/A
Average 3.27 3.28 0.07

Table 4 shows the decision-making time of the three frameworks on six image datasets.
The VLM-dependent methods have similar decision-making time, i.e., 3.27 s for VLM-
based and 3.28 s for YOLO+VLM-based methods. Compared to VLM-involved methods,
the YOLO+MobileNetV3 rule-based method is the fastest method, with an average
decision time of 0.07 s per image.

There is a trade-off between decision-making accuracy and decision-making time. The
VLM-based method achieves better accuracy on diverse driver scenes, but it requires a
longer time to decide; by contrast, the YOLO-based method is very fast, but its
performance relies on the training domain: if the testing environment is the same (or
similar) as the training, the YOLO-based methods perform well; otherwise, its
performance will drop significantly. For traffic light recognition tasks, the decision-
making time has a higher tolerance than other tasks (e.g., lane change, emergency stop,
etc.) since the vehicle usually stops at the intersection. In this case, the VLM-based
method is preferred due to its high prediction accuracy.



Conclusions

This project investigated various Al-based approaches for autonomous driving decision-
making in traffic-light-controlled driving scenarios. A CARLA-based autonomous
driving simulation environment and an indoor robotic traffic simulator were successfully
developed to support algorithm development and experimental evaluation. Three
perception-to-action pipelines, including a VLM-based pipeline, a YOLO + VLM
pipeline, and a YOLO + MobileNet + Rule-Based pipeline, were designed and
comparatively evaluated using driver-view images collected from real-world traffic

scenes, simulation environments, and an indoor testbed.

The experimental results demonstrated that the VLM-based pipeline achieved the highest
decision-making accuracy across diverse driving environments, indicating strong cross-
domain generalization capability. In contrast, the performance of the modular Al-based
pipelines was found to depend heavily on the generalization capability of the object
detection model. While these approaches achieved high accuracy when the training and
testing data originated from the same domain, their performance degraded when

evaluated across different domains.

Overall, this project established a complete research framework for evaluating Al-based
autonomous driving decision-making systems and provided valuable insights into the
strengths and limitations of foundation-model-based and modular perception-based
approaches. The simulation platforms, datasets, and indoor experimental testbed
developed through this project provide a solid foundation for future research in
autonomous driving, intelligent transportation systems, and Al-enabled robotic platforms.



Recommendations

Based on the findings of this project, the following recommendations are proposed for

future research:

Extend the current framework beyond traffic-light-controlled scenarios by
incorporating additional traffic elements, such as traffic signs, surrounding
vehicles, pedestrians, and roadway conditions, to support more comprehensive
driving decision-making.

Explore strategies for improving the robustness and generalization of modular
perception pipelines, particularly object detection models, to reduce performance
degradation across different driving environments.

Continue investigating foundation-model-based approaches, including VLMs, for
autonomous driving decision-making, with emphasis on improving reliability,
explainability, and real-time performance.

Leverage the simulation platforms, datasets, and indoor robotic testbed developed
in this project to support future research, technology development, and workforce

training in autonomous driving and intelligent transportation systems.



Acronyms, Abbreviations, and Symbols

Term Description

Al Artificial Intelligence

VLM Vision Language Model

LLM Large Language Model

DOTD Department of Transportation and Development
LTRC Louisiana Transportation Research Center
CNN Convolutional Neural Network

RGB Red-Green-Blue

S Second
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	Introduction 
	Autonomous driving has emerged as one of the most active research areas in intelligent transportation systems [1] [2]. A traditional autonomous driving system consists of multiple components, including perception, localization, planning (i.e., decision-making), and control. Among these components, perception and decision-making play critical roles in enabling vehicles to safely interpret and respond to complex traffic environments. Recent advances in artificial intelligence (AI) have significantly improved 
	Traditional autonomous driving systems commonly employ modular architectures, where separate models are responsible for detecting traffic elements, interpreting the driving environment, and generating driving actions [3]. Although these approaches have demonstrated strong performance in controlled environments, their effectiveness often depends on the generalization capability of individual modules. Performance degradation may occur when systems are deployed in driving environments that differ from those re
	Recent developments in foundation models, particularly Vision-Language Models (VLMs) and Large Language Models (LLMs), provide a promising alternative approach. By leveraging large-scale pretraining and multimodal reasoning capabilities, VLMs can directly interpret visual observations and generate high-level decisions without relying exclusively on multiple specialized perception modules [6]. Such capabilities have attracted increasing interest from the autonomous driving community due to their potential to
	The objective of this project was to investigate AI-based approaches for autonomous driving decision-making in traffic-light-controlled driving scenarios. Specifically, this project developed and evaluated three perception-to-action pipelines: (i) a VLM-based pipeline that directly generates driving decisions from driver-view images, (ii) an object detector + VLM pipeline that combines an object detector, i.e., You Only Look Once (YOLO) model, and VLM reasoning, and (iii) an object detector + color classifi
	collected from multiple domains, including real-world U.S. traffic scenes, real-world Chinese traffic scenes, CARLA simulation environments, and an indoor autonomous driving testbed. 

	This report summarizes the methodologies, experimental platforms, evaluation procedures, and findings obtained throughout the project. The results provide insights into the strengths and limitations of foundation-model-based and modular AI-based autonomous driving systems and offer guidance for future research in intelligent transportation and autonomous vehicle technologies. 
	Literature Review 
	Motion Planning in Autonomous Driving Vehicles 
	Motion planning (i.e., decision-making) in autonomous driving is responsible for generating safe and efficient trajectories or action commands for vehicles to follow in dynamic environments [7].  
	Figure 1. Categories of Motion-Planning Methods 
	 
	Figure
	Current motion planning methods can be categorized into modular and end-to-end methods. As illustrated above, modular-based methods [3] [4] separate the decision-making process into several sub-tasks, whereas the end-to-end methods [8] [9] [10] [11] use a single model (e.g., a neural network) to generate vehicle control commands based on sensor inputs. Comparing these two methods, modular-based methods allow engineers to focus on well-defined sub-tasks and independently improve each sub-model, whereas the e
	Figure 2. A typical framework of LLM-based motion planning 
	 
	Figure
	  
	LLM-based Motion Planning Methods 
	Recent developments in LLMs [12] have opened new possibilities in robotic applications [13] [14] [15] [16] including autonomous driving. A common approach in existing LLM-based motion planning systems is to utilize the LLM as the “brain” of the vehicle, where it processes sensory inputs to generate trajectories or driving commands [17] [18] [19] [20] [21]. The key motivation behind using LLMs is to leverage their strong commonsense reasoning and contextual understanding to interpret complex driving scenario
	Figure 2
	Figure 2


	Traffic Light Detection and State Recognition 
	Traffic-light detection and state recognition are important perception-to-decision tasks for autonomous driving at signalized intersections. A common approach is to first localize the traffic-light head and then classify its signal state as red, yellow, or green. Convolutional neural networks (CNNs) are commonly used for traffic light detection and color classification [22] [23]. Particularly, Wang et al. [5] combines detection, tracking, and channel-feature design for ambient traffic-light recognition in p
	Besides customized CNN-based models, pre-trained object detection models, such as YOLO models, were also implemented in the perception of autonomous driving. For instance, Hassan et al. [24] introduces deep feature fusion, generated from the YOLOv3 model, to improve traffic-light localization under challenging visual conditions. Naimi et al. [25] evaluates fast deep-learning detection of traffic signs and traffic lights using pre-trained VGG16 model and highlights the importance of real-time performance in 
	Objective 
	The primary objective of this project is to investigate AI-based approaches for autonomous driving perception-to-action tasks. Specifically, we focus on the motion planning in traffic-light-controlled driving scenarios. In this project, we developed and evaluated multiple perception-to-action pipelines capable of generating driving decisions from driver-view observations. The study focused on comparing foundation-model-based and modular AI-based approaches, assessing their decision-making performance and cr
	Scope 
	The scope of this project focused on AI-based autonomous driving decision-making in traffic-light-controlled driving scenarios. Research activities included the development of traffic light detection and recognition algorithms, investigation of VLM-based driving decision-making, and comparative evaluation of multiple perception-to-action pipelines. 
	Figure 3. An Overview of Three Motion-planning Pipelines for Traffic Light Detection and Driving Decision-Making 
	 
	Figure
	As presented in , the project considered three autonomous driving pipelines: (i) a VLM-based pipeline that directly generates driving decisions from driver-view images, (ii) a YOLO + VLM pipeline that combines object detection and VLM reasoning, and (iii) a YOLO + MobileNet + Rule-Based pipeline that integrates object detection, traffic light classification, and rule-based control. 
	Figure 3
	Figure 3


	The developed methods were evaluated using driver-view images collected from multiple domains, including real-world U.S. traffic scenes, real-world Chinese traffic scenes, CARLA autonomous driving simulation environments, and an indoor autonomous driving testbed. Real-world traffic scenes were collected from publicly available driving videos, while simulated datasets were generated in multiple CARLA environments, including Town10HD, Town01, and Town04. In addition, an indoor traffic testbed was developed in
	 
	Methodology 
	Problem Formation 
	Given a driver-view Red-Green-Blue (RGB) image , the objective is to predict a high-level driving decision STOP, GO, CAUTION, where the driving decision  is determined from the traffic-light state observed in the scene. In this study, the expected decision mapping is defined as: Red Light  STOP; Green Light GO; Yellow Light CAUTION. 
	𝐼
	𝑑∈{
	}
	𝑑
	→
	→ 
	→ 

	Moreover, when the traffic-light state is missing, unclear, or uncertain, the decision is treated as CAUTION for safety. This study evaluates three perception-to-decision frameworks that map the input image  to the final driving decision , i.e., , including (i) a full-image VLM framework, (ii) a YOLOv8 crop + VLM framework, and (iii) a YOLOv8 + MobileNetV3 + rule-based pipeline. These frameworks differ in how traffic-light information is extracted from the image and converted into the final driving decision
	𝐼
	𝑑
	𝑓(𝐼)→𝑑

	VLM-Based Motion Planning 
	In the proposed VLM-based motion planning method, the driver-view image  is passed to a VLM without an explicit traffic-light detector, crop extraction step, or separate state classifier. The VLM is therefore responsible for identifying the visible traffic light, reasoning about its signal state, and generating the final high-level decision. 
	𝐼

	 presents the proposed VLM-based motion planner, where the prompt generator combines the system instruction, a text-only response-style example, the current user prompt, the allowed action set, and the driver-view RGB image (i.e., ). Specifically, the system instruction defines the model as a driving assistant and specifies the response format. The text-only example guides the reasoning style and final answer structure, and the current user prompt provides the driving scenario and driving intention. 
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	Figure 4. Detailed Architecture for the VLM-Based Method 
	 
	Figure
	Here, the VLM model used in this framework is a pre-trained foundation model, i.e., GPT-4o. It is queried with a temperature of 0.0, a maximum output length of 1200 tokens, a 60-second request timeout, and high-detail image input. The allowed actions are STOP, GO, and CAUTION, represented by action IDs 0, 1, and 2, respectively. The model is instructed to provide textual reasoning followed by a final answer and one action ID. If the action ID cannot be parsed, the system checks the textual final answer for 
	YOLO + VLM-Based Motion Planning 
	In the second proposed decision-making pipeline, we first train and implement a traffic light detector to crop traffic light regions from the driver-view images . Then, the cropped traffic light images will be provided to the VLM to reason the traffic light color and the corresponding driving decisions.  Here, as shown in , we employed a YOLOv8 model as the traffic light detector and applied it on the driver-view image, which will return traffic-light candidate boxes with confidence scores. When multiple ca
	𝐼
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	VLM input. If no traffic-light candidate is detected, or if the selected crop is not usable (such as the cropped regions are too small), the VLM is not called, and CAUTION is assigned as a safety fallback. Otherwise, the selected crop is passed to the same GPT-4o configuration, deterministic decoding settings, action IDs, and response-parsing procedure used in the full-image VLM framework. 

	Figure 5. Detailed Architecture of the YOLO + VLM-Based Method 
	 
	Figure
	For the YOLO + VLM decision-making pipeline, the prompt is adjusted for the crop-based setting by informing the model that the input is a detected traffic-light crop from the ego vehicle's front-view camera. The prompt also notes that the crop may not contain the full driving scene, lane layout, surrounding vehicles, pedestrians, or intersection 
	context. This framework focuses the VLM on the detected traffic-light region, but its decision quality depends on YOLOv8 detection reliability and the visual clarity of the selected crop. 

	YOLO + MobileNet + Rule-Based Motion Planning 
	In the third decision-making pipeline, we employed an objective detector to crop traffic light regions from the driver-view images; then a color classifier (i.e., MobileNetV3) was implemented to classify the traffic light color from the cropped traffic light images; finally, the identified traffic light color were mapped to the final driver decision (i.e., STOP, GO, or CAUTION). Detailed architecture of this decision-making pipeline can be viewed in (c). 
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	Specifically, YOLOv8 detects traffic-light candidates from the driver-view image , and each valid crop is classified by MobileNetV3 into one of four states: red, yellow, green, none, where the “red”, “yellow”, and “green” classes represent valid traffic-light states, and the “none” class represents false detections or non-signal crops. When multiple traffic-light crops are detected, the crop-level predictions are resolved using a safety-oriented priority rule: red > yellow > green > none. 
	𝐼
	𝑐∈{
	}

	The selected traffic-light state is then mapped to the final driving decision using the mapping defined in the Problem Formulation section. The “none” state is mapped to CAUTION because it represents an uncertain or missing signal state. Compared with the VLM-based frameworks, it is more structured and computationally efficient, but its performance depends on YOLOv8 detection quality, crop quality, and MobileNetV3 state-classification accuracy. 
	CARLA-Based Perception Datasets 
	In this project, two datasets were developed to train and evaluate the YOLOv8 traffic-light detector and the MobileNetV3 crop-level color classifier. Specifically, driver-view RGB images were collected in the CARLA Town10HD environment [28], by driving an ego vehicle along urban routes and saving forward-facing frames near traffic-light stop lines. The frames were collected across multiple intersections to capture variation in signal placement, viewing angle, distance, and background clutter. 
	Table 1. Summary of Perception Datasets Collected from the CARLA Simulator 
	Dataset Name  
	Dataset Name  
	Dataset Name  
	Dataset Name  
	Dataset Name  

	Tasks  
	Tasks  

	Input Types  
	Input Types  

	Image Quantity 
	Image Quantity 



	Dataset 1 
	Dataset 1 
	Dataset 1 
	Dataset 1 

	Traffic Light Detection  
	Traffic Light Detection  

	Driver-view Images  
	Driver-view Images  

	461 
	461 


	Dataset 2  
	Dataset 2  
	Dataset 2  

	Traffic Light Color Classification  
	Traffic Light Color Classification  

	Traffic Light Crops 
	Traffic Light Crops 

	1898 
	1898 




	Based on the CARLA simulator, we successfully collected two image datasets (i.e., Dataset 1 and Dataset 2) to train and evaluate the proposed YOLOv8 and MobileNetV3. Dataset summary is presented in . Specifically, Dataset 1 is used for traffic light detection and contains 461 RGB images annotated with bounding boxes around visible front-facing traffic-light heads. Each annotated object was assigned the class label “tl_front.” Dataset 1 is divided into 323 training images, 92 validation images, and 46 test i
	Table 1
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	Figure 6. Sample Images from Dataset 1 and Dataset 2 
	 
	Figure
	Dataset 2 was used for crop-level traffic-light state recognition. YOLOv8 detector-generated traffic-light crops were extracted from the CARLA images and manually labeled into four classes: “red”, “yellow”, “green”, and “none”. Here, the “none” class represents false detections and non-signal crops, such as reflections, lamps, or background structures that may resemble traffic-light candidates. Dataset 2 contains 1,898 crops, including 382 “green”, 626 “red”, 273 “yellow”, and 617 “none” cropped images. The
	Driver Decision Evaluation Datasets 
	The driving decision-making performance of the proposed frameworks is evaluated on six separate 40-image datasets. These datasets are used only for decision-level evaluation and are independent of the CARLA-based perception datasets used to train the YOLOv8 detector and MobileNetV3 classifier. The collected datasets cover diverse driving environments, including real-world, simulated, and an indoor intersection driving testbed. Summarizes the collected driver decision evaluation datasets. Sample images from 
	Figure 7
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	Table 2. Summary of Decision-making Evaluation Datasets 
	Dataset Name  
	Dataset Name  
	Dataset Name  
	Dataset Name  
	Dataset Name  

	Quantity of Red  
	Quantity of Red  

	Quantity of Green 
	Quantity of Green 

	Quantity of Yellow 
	Quantity of Yellow 

	Total Quantity 
	Total Quantity 



	Real-world U.S. Traffic Scenes 
	Real-world U.S. Traffic Scenes 
	Real-world U.S. Traffic Scenes 
	Real-world U.S. Traffic Scenes 

	10 
	10 

	23  
	23  

	7 
	7 

	40 
	40 


	Real-world Chinese Traffic Scenes  
	Real-world Chinese Traffic Scenes  
	Real-world Chinese Traffic Scenes  

	17 
	17 

	16 
	16 

	7 
	7 

	40 
	40 


	CARLA Town10HD 
	CARLA Town10HD 
	CARLA Town10HD 

	13 
	13 

	13 
	13 

	14 
	14 

	40 
	40 


	CARLA Town01 
	CARLA Town01 
	CARLA Town01 

	14 
	14 

	12 
	12 

	14 
	14 

	40 
	40 


	CARLA Town04 
	CARLA Town04 
	CARLA Town04 

	14 
	14 

	12 
	12 

	14 
	14 

	40 
	40 


	Indoor Testbed 
	Indoor Testbed 
	Indoor Testbed 

	13 
	13 

	13 
	13 

	14 
	14 

	40 
	40 




	The first two evaluation sets represent real-world traffic-light scenes (i.e., Real-world U.S. and Chinese traffic scenes). The real-world U.S. set is constructed by selecting 40 driver-view frames from a YouTube driving video recorded in U.S. traffic-light scenes. The real-world Chinese set contains 40 traffic-light images selected from a Chinese driving-scene dataset [29]. These two datasets represent the evaluation of decision-making performance outside the CARLA simulation environment. 
	The next three evaluation sets are collected from CARLA Town10HD, Town01, and Town04, respectively. For each environment, 40 driver-view RGB images are selected near traffic-light-controlled intersections. The Town10HD decision-evaluation images are newly collected for the final decision experiment and are not the same images used in Dataset 1 or Dataset 2 for perception-module training. Town01 and Town04 are included to evaluate performance across different CARLA maps and intersection layouts. 
	The sixth evaluation set is an emulated traffic-light testbed. This dataset was created using a physical floor-based setup consisting of a ground mobile robot, a toy traffic light, 
	road markings, a crosswalk layout, and a traffic-light control circuit. As shown in 
	Figure 8
	Figure 8

	, the ground mobile robot (i.e., based on the PiCar-x platform) was placed on the traffic lane to face the toy traffic light. It simulates a vehicle approaching an intersection, and the robot’s front-facing camera can capture the driver-view images. Red, green, and yellow signal scenarios were manually configured using a control circuit with an Arduino micro-controller. Images from the robot’s front-facing camera were collected for the decision-level evaluation.  

	Figure 7. Sample Images from the Decision-making Evaluation Datasets 
	 
	Figure
	Figure 8. A Demonstration of the Indoor Testbed 
	 
	Figure
	For six datasets, each image is assigned to a ground-truth traffic-light state: red, green, or yellow. The expected high-level decision follows the mapping described in the Problem Formation section, i.e., red corresponds to STOP, green corresponds to GO, and yellow corresponds to CAUTION. Sample images from these datasets can be viewed in .  
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	Discussion of Results 
	Evaluation Metrics 
	The evaluation is conducted at two levels. First, the perception modules are evaluated on the held-out CARLA Town10HD perception test sets. The YOLOv8 traffic-light detector is evaluated on Dataset 1 using precision, recall, mAP@0.5, and mAP@0.5:0.95. The MobileNetV3 crop-level state classifier is evaluated on Dataset 2 using overall and per-class classification accuracy. 
	Second, the three decision frameworks are evaluated at the image level on the six decision-evaluation datasets. A decision is counted as correct when the predicted action matches the expected action derived from the ground-truth traffic-light state. Red corresponds to STOP, green corresponds to GO, and yellow corresponds to CAUTION. Decision accuracy is computed as  
	Acc. = , 
	𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑁𝑡𝑜𝑡𝑎𝑙

	where  is the number of correct high-level decisions and  is the number of evaluated images. The correct high-level decisions are determined based on the comparison between the ground truth decision and the predicted decision: for a driver-view image, if the predicted decision is the same as the ground truth decision, then  will be incremented by 1; otherwise,  is unchanged.  
	𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡
	𝑁𝑡𝑜𝑡𝑎𝑙
	𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡
	𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡

	In addition to overall decision accuracy, color-based decision accuracy is reported separately for red, green, and yellow cases. Average decision time is also reported to compare the computational cost of full-image VLM reasoning, YOLO + VLM reasoning, and the YOLO + MobileNetV3 + rule-based pipeline. 
	Perception Module Performance 
	Before evaluating the complete decision frameworks, the two trained perception modules are tested on their corresponding CARLA Town10HD test splits. The YOLOv8 detector is evaluated on Dataset 1, and the MobileNetV3 crop-level state classifier is evaluated on Dataset 2. 
	The YOLOv8 front-facing traffic-light detector achieves a precision of 0.999, a recall of 0.953, an mAP@0.5 of 0.987, and an mAP@0.5:0.95 of 0.852 on the Dataset 1 test split. 
	These results show that the detector can localize front-facing traffic-light heads reliably under matched CARLA Town10HD conditions. 
	Figure 9
	Figure 9

	 presents the detection results on a batch of images from the validation set of Dataset 1.  

	Figure 9. The YOLO-based Traffic Light Detection Sample Results on the Validation Set of Dataset 1 
	 
	Figure
	For the color classifier, the MobileNetV3 classifier achieves an overall accuracy of 1.00 on the Dataset 2’s test split, with per-class accuracy of 1.00 for red, green, yellow, and none across the 95 detector-generated test crops. This confirms strong crop-level state recognition under matched CARLA Town10HD conditions. However, these perception-stage results do not guarantee decision-level generalization when the same modules are applied to different CARLA maps, real-world scenes, or the emulated traffic-l
	Driving Decision-Making Performance 
	 reports the overall high-level decision accuracy of the three frameworks across the six decision-evaluation datasets. Each dataset contains 40 images, which allows direct comparison of the number of correct decisions across datasets and frameworks. 
	Table 3
	Table 3


	Based on the comparison results, it can be observed that the full-image VLM framework achieves the strongest overall performance, with 193 correct decisions out of 240 images and an accuracy of 0.80. Specifically, the VLM-based method obtains the highest 
	accuracy on five of the six datasets, including Real-world U.S. driving scenes, Real-world Chinese driving scenes, CARLA Town01, CARLA Town04, and the indoor testbed. Its weakest result occurs on CARLA Town10HD, where it achieves 0.43 accuracy. 

	The detector-dependent frameworks show a more domain-sensitive pattern. The YOLO + VLM framework performs well on Real-world U.S. driving scenes and CARLA Town10HD, with accuracies of 0.93 and 0.70, respectively, but drops sharply on Real-world Chinese driving scenes, CARLA Town01, CARLA Town04, and the indoor testbed. The YOLO + MobileNetV3 + rule-based pipeline achieves 100% accuracy on the CARLA Town10HD set and 0.80 accuracy on Real-world U.S. driving scenes, but performs weakly on the remaining unseen 
	Table 3. Overall Driving Decision-making Accuracy on the 6 Evaluation Datasets 
	Dataset 
	Dataset 
	Dataset 
	Dataset 
	Dataset 

	Total 
	Total 

	VLM 
	VLM 

	YOLOv8+VLM 
	YOLOv8+VLM 

	YOLOv8+MobileNetV3 
	YOLOv8+MobileNetV3 



	TBody
	TR
	Correct 
	Correct 

	Acc. 
	Acc. 

	Correct 
	Correct 

	Acc. 
	Acc. 

	Correct 
	Correct 

	Acc. 
	Acc. 


	Real-world U.S. 
	Real-world U.S. 
	Real-world U.S. 

	40 
	40 

	38 
	38 

	0.95 
	0.95 

	37 
	37 

	0.93 
	0.93 

	32 
	32 

	0.80 
	0.80 


	Real-world Chinese 
	Real-world Chinese 
	Real-world Chinese 

	40 
	40 

	38 
	38 

	0.95 
	0.95 

	8 
	8 

	0.20 
	0.20 

	0 
	0 

	0.00 
	0.00 


	CARLA Town 10HD 
	CARLA Town 10HD 
	CARLA Town 10HD 

	40 
	40 

	17 
	17 

	0.43 
	0.43 

	28 
	28 

	0.70 
	0.70 

	40 
	40 

	1.00 
	1.00 


	CARLA Town 01 
	CARLA Town 01 
	CARLA Town 01 

	40 
	40 

	40 
	40 

	1.00 
	1.00 

	0 
	0 

	0.00 
	0.00 

	0 
	0 

	0.00 
	0.00 


	CARLA Town 04 
	CARLA Town 04 
	CARLA Town 04 

	40 
	40 

	25 
	25 

	0.63 
	0.63 

	7 
	7 

	0.18 
	0.18 

	6 
	6 

	0.15 
	0.15 


	Indoor Testbed 
	Indoor Testbed 
	Indoor Testbed 

	40 
	40 

	35 
	35 

	0.88 
	0.88 

	0 
	0 

	0.00 
	0.00 

	0 
	0 

	0.00 
	0.00 


	Total/Overall 
	Total/Overall 
	Total/Overall 

	240 
	240 

	193 
	193 

	0.80 
	0.80 

	80 
	80 

	0.33 
	0.33 

	78 
	78 

	0.33 
	0.33 




	The results in  indicates that the VLM-based method is more generalized on diverse driving scenes and achieves high decision-making accuracy on all evaluation datasets. When a perception model (e.g., YOLOv8 or MobileNetV3) is involved in the decision-making process, the accuracy heavily relies on the reliability of the perception model: if the testing environment is the same or similar (e.g., U.S. driving scenes are similar to the CARLA Town 10HD environment), the decision-making accuracy will be high; if t
	Table 3
	Table 3


	 demonstrates some sample decision-making results on the same images for different methods, where the final decision-making results and predicted traffic light color are presented within the image. In the first image (from the U.S. driving scenes), all three methods produce the correct decision, i.e., the traffic light is green, so the vehicle should GO. In the second image (from the Chinese driving scenes), the VLM can correctly produce the driving decision, i.e., STOP, since the traffic light is red. Howe
	Figure 10
	Figure 10


	Figure 10. Sample Decision-Making Results on the Same Images for Different Methods 
	 
	Figure
	In the third image from the CARLA Town10HD, the VLM-based method correctly predicts the traffic light and generates the correct action, i.e., CAUTION. For the other perception-dependent methods, due to the correct YOLO detection, the driving decision is also correct, i.e., CAUTION. For the final image from the indoor testbed, the VLM produces the correct decision, but the other two methods fail because of no valid YOLO detection.  
	Decision-Making Time Comparison 
	For autonomous driving tasks, decision-making accuracy is important, but the decision-making time is also crucial. In this work, we calculate and compare the average decision-making time of three methods over the six image datasets.  
	Timing experiments were conducted on a workstation with an NVIDIA GeForce RTX 3090 GPU. The implementation used Python 3.10.11 and PyTorch 2.3.1 with CUDA 12.1. For the full-image VLM framework, the reported time includes API response time, response parsing, and final decision extraction. For the YOLO + VLM framework, timing is averaged only over images where YOLOv8 produces a usable crop and the VLM is called. For the YOLO + MobileNetV3 + rule-based method, the reported time includes YOLOv8 detection, crop
	Table 4. Decision-Making Times per Image for Three Methods on Six Datasets 
	Dataset Name  
	Dataset Name  
	Dataset Name  
	Dataset Name  
	Dataset Name  

	VLM 
	VLM 
	(s) 

	YOLOv8+VLM 
	YOLOv8+VLM 
	(s) 

	YOLOv8+MobileNetV3 (s) 
	YOLOv8+MobileNetV3 (s) 



	Real-world U.S. Traffic Scenes 
	Real-world U.S. Traffic Scenes 
	Real-world U.S. Traffic Scenes 
	Real-world U.S. Traffic Scenes 

	4.76 
	4.76 

	3.19 
	3.19 

	0.09 
	0.09 


	Real-world Chinese Traffic Scenes  
	Real-world Chinese Traffic Scenes  
	Real-world Chinese Traffic Scenes  

	3.15 
	3.15 

	3.15 
	3.15 

	0.04 
	0.04 


	CARLA Town10HD 
	CARLA Town10HD 
	CARLA Town10HD 

	3.22 
	3.22 

	3.23 
	3.23 

	0.06 
	0.06 


	CARLA Town01 
	CARLA Town01 
	CARLA Town01 

	3.06 
	3.06 

	N/A 
	N/A 

	N/A 
	N/A 


	CARLA Town04 
	CARLA Town04 
	CARLA Town04 

	3.07 
	3.07 

	4.26 
	4.26 

	0.06 
	0.06 


	Indoor Testbed 
	Indoor Testbed 
	Indoor Testbed 

	2.34 
	2.34 

	N/A 
	N/A 

	N/A 
	N/A 


	Average 
	Average 
	Average 

	3.27 
	3.27 

	3.28 
	3.28 

	0.07 
	0.07 




	 shows the decision-making time of the three frameworks on six image datasets. The VLM-dependent methods have similar decision-making time, i.e., 3.27 s for VLM-based and 3.28 s for YOLO+VLM-based methods. Compared to VLM-involved methods, the YOLO+MobileNetV3 rule-based method is the fastest method, with an average decision time of 0.07 s per image.  
	Table 4
	Table 4


	There is a trade-off between decision-making accuracy and decision-making time. The VLM-based method achieves better accuracy on diverse driver scenes, but it requires a longer time to decide; by contrast, the YOLO-based method is very fast, but its performance relies on the training domain: if the testing environment is the same (or similar) as the training, the YOLO-based methods perform well; otherwise, its performance will drop significantly. For traffic light recognition tasks, the decision-making time
	Conclusions 
	This project investigated various AI-based approaches for autonomous driving decision-making in traffic-light-controlled driving scenarios. A CARLA-based autonomous driving simulation environment and an indoor robotic traffic simulator were successfully developed to support algorithm development and experimental evaluation. Three perception-to-action pipelines, including a VLM-based pipeline, a YOLO + VLM pipeline, and a YOLO + MobileNet + Rule-Based pipeline, were designed and comparatively evaluated using
	The experimental results demonstrated that the VLM-based pipeline achieved the highest decision-making accuracy across diverse driving environments, indicating strong cross-domain generalization capability. In contrast, the performance of the modular AI-based pipelines was found to depend heavily on the generalization capability of the object detection model. While these approaches achieved high accuracy when the training and testing data originated from the same domain, their performance degraded when eval
	Overall, this project established a complete research framework for evaluating AI-based autonomous driving decision-making systems and provided valuable insights into the strengths and limitations of foundation-model-based and modular perception-based approaches. The simulation platforms, datasets, and indoor experimental testbed developed through this project provide a solid foundation for future research in autonomous driving, intelligent transportation systems, and AI-enabled robotic platforms. 
	Recommendations 
	Based on the findings of this project, the following recommendations are proposed for future research: 
	•
	•
	•
	 Extend the current framework beyond traffic-light-controlled scenarios by incorporating additional traffic elements, such as traffic signs, surrounding vehicles, pedestrians, and roadway conditions, to support more comprehensive driving decision-making. 

	•
	•
	 Explore strategies for improving the robustness and generalization of modular perception pipelines, particularly object detection models, to reduce performance degradation across different driving environments. 

	•
	•
	 Continue investigating foundation-model-based approaches, including VLMs, for autonomous driving decision-making, with emphasis on improving reliability, explainability, and real-time performance. 

	•
	•
	 Leverage the simulation platforms, datasets, and indoor robotic testbed developed in this project to support future research, technology development, and workforce training in autonomous driving and intelligent transportation systems. 


	 
	Acronyms, Abbreviations, and Symbols 
	Term 
	Description 
	AI 
	Artificial Intelligence 
	VLM 
	Vision Language Model 
	LLM 
	Large Language Model 
	DOTD 
	Department of Transportation and Development 
	LTRC 
	Louisiana Transportation Research Center 
	CNN 
	Convolutional Neural Network 
	RGB 
	Red-Green-Blue 
	s 
	Second 
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